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ABSTRACT — Pneumonia detection through medical imaging presents a significant challenge, particularly in regions with
limited access to healthcare professionals. This study proposed an explainable artificial intelligence (XAI) model that
integrated convolutional neural network (CNN) and vision transformer (ViT) to enhance the accuracy of pneumonia
diagnosis using chest X-ray images. The proposed model enhanced the diagnostic accuracy by providing explanations
through gradient-weighted class activation mapping (Grad-CAM) visualization. The methodology included image
preprocessing, local feature extraction via CNN, and global spatial relationship modelling using ViT. The model was trained
on a preprocessed chest X-ray dataset and evaluated using standard performance metrics such as accuracy, precision, recall,
and F1 score. The proposed CNN-ViT model was assessed using chest X-ray datasets for pneumonia detection. The
experimental results demonstrated that the model achieved an accuracy of 96.5%, precision of 96%, recall of 96%, and F1
score of 94%. These results indicated that the integration of CNN and ViT effectively enhanced classification performance
and provided a reliable tool for medical image analysis. Furthermore, Grad-CAM visualizations highlighted the critical
regions in the images that influenced the model’s predictions, thereby enhancing interpretability. Compared to conventional
models, this approach offers improved transparency in Al-driven diagnostics. Consequently, the proposed model represents
a promising and reliable diagnostic tool, particularly beneficial in underserved or remote areas with limited medical
infrastructure. Additionally, this research opens opportunities for the development of transparent and XAlI-based diagnostic

systems.
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I. INTRODUCTION

Pneumonia is an infection of the lungs that leads to
inflammation of the alveoli, the tiny air sacs where gas
exchange occurs. These sacs may become filled with fluid or
pus, interfering with oxygen exchange and resulting in
symptoms like coughing, fever, and shortness of breath. The
condition is primarily caused by bacterial pathogens such as
Streptococcus pneumoniae, viruses like influenza and SARS-
CoV-2, and fungi, particularly in individuals with
compromised immune systems. In clinical settings, pneumonia
is typically diagnosed using medical imaging techniques,
especially chest X-rays, which help physicians identify
infiltrates or areas of opacity in the lungs that indicate infection.

Conventional methods in X-ray analysis are performed by
radiologists who identify typical patterns of pneumonia, such
as unilateral or bilateral pulmonary opacity. Recent
developments in artificial intelligence (AI) and deep learning
technologies have facilitated the automated identification of
pneumonia using convolutional neural networks (CNN)-driven
models. These models are trained using large chest X-ray
datasets, such as the ChestX-ray and the Radiological Society
of North America (RSNA) dataset, to identify pneumonia
patterns with high accuracy so that they can assist doctors in
faster and more accurate diagnosis.

Diagnosis of pneumonia through thoracic radiographic
analysis has become a widely used approach in the medical
field. However, manual interpretation of X-ray images requires
high expertise from radiologists, which is not always available,
especially in remote areas in Indonesia. Therefore, Al
technology offers great potential to improve diagnostic
accuracy by providing image-based automatic detection
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systems [1]. An emerging strategy is the integration of CNN
with vision transformer (ViT) to strengthen the performance in
analyzing high-resolution imagery [2].

Previous studies have validated the capability of CNN to
efficiently capture and extract localized spatial patterns in
medical imaging data [3]. On the other hand, VIT is capable of
capturing global spatial relationships, providing deeper insights
into X-ray image analysis [4]. Several studies have
demonstrated promising outcomes through the application of
models initially trained, such as EfficientNet and ViT, which
are subsequently fine-tuned to improve the precision of
pneumonia detection [5], [6]. However, most of these models
have not been implemented in medical settings that require
clear interpretation.

Another problem in the development of Al for pneumonia
diagnosis is the lack of multimodal data integration. Many
studies focus only on visual data from X-rays without
considering additional clinical data that can improve accuracy.
In addition, clinical research to test the efficacy of Al models
in real environments is still minimal. This results in a gap
between the performance of models in the laboratory and their
application in everyday medical practice.

This research aims to develop an explainable Al (XAI)
model based on CNN-ViT with saliency map visualisation
during the inference process. This model is expected to support
the diagnosis of pneumonia, especially in remote areas that
have limited resources and medical personnel. Furthermore,
this study incorporates non-visual clinical information to
enhance both the diagnostic precision and clinical applicability
of the proposed model.
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Figure 1. Image processing steps proposed in this study.

Prior research has indicated that combining CNN-ViT
hybrid architectures with explainability methods can strengthen
the reliability and effectiveness of Al-driven diagnostic
systems [6]. The study further incorporates clinical data beyond
imaging to enhance both the medical relevance and diagnostic
precision of the proposed model [7]-[10]. However, the main
challenge remains in developing a global dataset that includes
demographic variations and clinical conditions, as well as
testing the model's efficiency. This study seeks to bridge that
gap by focusing on in-depth clinical needs, better interpretation
of outcomes, and model compatibility for portable devices.
This research is expected to contribute to the development of a
transparent Al-based pneumonia diagnosis system that can be
integrated into clinical environments.

This work proposed combining CNN with ViT for
modelling spatial dependencies within chest X-ray images. In
contrast to conventional CNN-based methods, the proposed
approach enhances diagnostic accuracy and model
transparency through the application of gradient-weighted class
activation mapping (Grad-CAM), which visually identifies the
most relevant regions influencing the model’s predictions. The
key outcomes of this study involve minimizing both false
positive and false negative classifications, enhancing the
model’s ability to generalize across diverse data, improving
interpretability, and optimizing a comprehensive end-to-end
framework for automated pneumonia detection.

This research offers substantial societal advantages, such as
enabling quicker and more precise diagnoses, alleviating the
burden on radiologists, expanding access to Al-assisted
diagnostic technologies, and presenting the potential for
adaptation to detect other pulmonary conditions like
tuberculosis and COVID-19. The study lays a robust
groundwork for the broader application of Al in medical
imaging, providing a dependable and interpretable tool to
assist.

Il. METHODOLOGY

This research detected pneumonia using chest X-ray images
employing deep learning. The method process consisted of
several main stages, namely dataset preparation, CNN-ViT
model architecture development, model evaluation, and
explainability implementation using Grad-CAM, as shown in
Figure 1. Each stage played a crucial role in ensuring the model
to operate properly in detecting and interpreting critical areas
of the X-ray image.

Before finalizing the proposed hybrid CNN-ViT
architecture with Grad-CAM, several alternative approaches
were explored. Initially, conventional CNN architectures, such
as VGG16 and ResNet50, were implemented. These models

p-ISSN 2301-4156 | e-ISSN 2460-5719

achieved satisfactory accuracy but were limited in capturing
global spatial dependencies. Subsequently, a standalone ViT
was tested to address this limitation; however, it showed
reduced capability in extracting fine-grained local features
from chest X-ray images. Based on these preliminary
experiments, CNN (local feature extraction) and ViT (global
context modelling) was proposed, with the integration of Grad-
CAM to enhance interpretability. This combination
demonstrated the best balance between diagnostic accuracy and
model transparency.

Grad-CAM is a method that produces visual explanations
using CNN by identifying the image regions that influence the
model’s output [8]. This method leverages the Gradient
flowing into the final convolution layer to produce an activation
map that highlights important areas of prediction in the image
[9].
Grad-CAM has been applied to a variety of model
architectures, including ViT. In ViT, the output of each layer
typically has a BATCH x 197 x 192 dimension. The first
element represents the class token, and the rest represent the 14
x 14 patches in the image. To apply Grad-CAM to ViT, the
activation and gradient are converted into a 2D spatial image
using the reshape transform function. The Grad-CAM
implementation for ViT is available in the PyTorch-Grad-CAM
library, which supports a wide range of model architectures and
use cases [10], [11].

A. DATASET PREPARATION

The preparation of the dataset has several preprocessing
steps to ensure optimal data quality before being used in model
training. A well-prepared dataset is crucial for achieving high
model performance and minimizing biases that could affect
diagnostic accuracy.

This study utilized the publicly available ChestX-ray8
dataset and RSNA [12]. The ChestX-ray8 dataset contained
front-view chest X-ray images, annotated with 14 categories of
thoracic diseases, including pneumonia. The image was
provided in PNG format with a resolution of 1,024 x 1,024
pixels. This dataset contained X-ray images of patients
categorized as either pneumonia-positive or normal. The
RSNA dataset consisted of 26,684 chest X-ray images in
DICOM format, obtained from pediatric patients within the age
range of 1-5 years. Each image had been reviewed and
annotated by a specialist radiologist for the presence or absence
of pneumonia.

The dataset was carefully split into training, validation, and
testing sets to provide a fair and balanced assessment of the
model’s performance. The dataset was divided into 1,926
images for training, 1,306 for validation, and 573 for testing.
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Figure 2. Block diagram of CNN-ViT model architecture development.

This division was designed to balance the availability of sample
data for model training and retaining sufficient samples for
unbiased validation and testing.

Several preprocessing methods were implemented to
enhance the model’s generalization, augmentation,
normalization, and the removal of artifacts. These steps help
mitigate potential issues such as class imbalance, variations in
image quality, and noise that may interfere with the learning
process.

1) DATA AUGMENTATION

Due to the typically small size of medical imaging datasets,
there is a heightened risk of overfitting, where the model
memorizes training data instead of learning generalized
representations applicable to unseen cases [13]. This first step
is applied to enlarge the dataset and incorporate variability that
reflects real-world conditions.

The augmentation techniques used in this study included
rotation, which involves randomly rotating images within a
range of £15 degrees to account for slight misalignment in X-
ray captures. Then, horizontal flips were used to diversify
image orientations while preserving anatomical structures.
Randomly zoom in on images to simulate different
magnification levels and enhance robustness against scale
variations. Modifying the contrast of images to improve model
adaptability to varying X-ray intensities. By incorporating
these augmentation techniques, the model learns to generalize
better across different patient cases, improving its performance
in real-world applications.

2) NORMALIZATION

Standardizing pixel values through normalization plays a
vital role in ensuring consistent input distributions, which
enhances training stability and accelerates convergence [14].
All X-ray images in the dataset were normalized using a
predefined mean and standard deviation. The normalization
process follows (1).

X—u

Xnormalized = P

6]
X denotes the raw pixel values, ¢ denotes the dataset’s mean,
and o denotes the standard deviation. This adjustment
normalizes the pixel values, centering them at zero to lessen the
influence of lighting and contrast disparities between images.

Normalization also aids in ensuring consistency across
different imaging sources, as X-ray scans can vary in intensity
and exposure based on the equipment used. Standardizing the
pixel values allows the model to focus on learning patterns
rather than brightness or contrast.
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3) ARTIFACT REMOVAL AND IMAGE ENHANCEMENT

X-ray images may contain artifacts, such as labels, noise, or
irrelevant background elements, that could introduce bias in the
model’s learning process [15]. Therefore, additional
preprocessing steps were applied, such as cropping by
removing unnecessary borders or labels, enhancing image
contrast to highlight important anatomical features for better
feature extraction, and finally, and applying Gaussian or
median filters to reduce noise while preserving important
structures. By implementing these preprocessing techniques,
the dataset is refined to enhance the clarity of medical features,
ultimately improving the reliability of the AI model in
detecting pneumonia.

B. CNN-VIiT MODEL ARCHITECTURE DEVELOPMENT

The proposed CNN-ViT block diagram is shown in Figure
2. At this stage, CNN was combined with ViTs to enhance
medical image interpretation. EfficientNet served as the
foundational CNN component, responsible for extracting
detailed local features from chest X-ray scans. Recognized for
its scalability and accuracy in image classification tasks,
EfficientNet utilizes a compound scaling method that
proportionally increases the network’s depth, width, and input
resolution. This allows for the effective capture of intricate
visual characteristics such as edges, textures, and patterns
commonly associated with pneumonia manifestations.

EfficientNet was used as the CNN backbone to extract local
features from chest X-ray images. Known for its accuracy and
efficiency in image classification, EfficientNet applies
compound scaling to adjust network depth, width, and
resolution proportionally. This allows the model to capture fine
details like edges, textures, and patterns relevant to pneumonia
detection. To incorporate global contextual information, the
architecture includes a ViT [16]. ViT uses self-attention
mechanisms to capture long-range dependencies and spatial
relationships across the image, which is crucial for analyzing
complex anatomical structures and subtle variations in medical
scans. This global context complements EfficientNet’s
localized feature extraction, providing a more comprehensive
representation of the input.

Integration of EfficientNet and ViT enables the model to
leverage both local and global feature representations for
improved performance. The CNN module is responsible for
extracting fine-grained local features, whereas the ViT module
captures broad spatial dependencies across the image. This
integration enables the model to detect and classify pneumonia-
related abnormalities in chest X-ray images more effectively.
A final classification layer employing a sigmoid activation
function was used to generate probabilistic outputs for the two
classes: normal and pneumonia.
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Recent studies have confirmed the effectiveness of
combining CNN and ViT architectures for medical image
analysis. A systematic review has highlighted that this
integration compensates for the individual limitations of each
model type, producing a balanced framework that unites
detailed local feature extraction with broad spatial context
awareness [17].

C. MODEL EVALUATION

The model was trained to utilize the Adam optimizer,
initialized with a learning rate of 0.001, to ensure stable
gradient descent and promote rapid convergence. A batch size
of 16 was selected to maintain a balance between
computational load and training efficiency. To guide the
learning process and optimize classification outcomes,
categorical cross-entropy was employed as the loss function.

The training was implemented in Python 3 on the Google
Colab platform, using an A100 GPU to significantly reduce
processing time for computationally intensive tasks such as
feature extraction and self-attention modelling. The training
duration was limited to five epochs to allow sufficient learning
while avoiding overfitting.

To rigorously assess the model’s performance, multiple
evaluation metrics were applied, including accuracy, precision,
recall, confusion matrix, and receiver operating characteristic
(ROC)-area under the curve (AUC). Accuracy quantifies the
ratio of correct predictions to the total number of instances,
serving as a general indicator of performance. Precision
measures the proportion of actual positive outcomes among all
instances predicted as positive, while recall (or sensitivity)
indicates the model’s effectiveness in identifying all actual
positive cases. Collectively, these metrics provide a
comprehensive and nuanced understanding of the classifier’s
performance. Additionally, a confusion matrix was utilized to
offer a comprehensive assessment of classification outcomes,
illustrating the number of correctly and incorrectly classified
instances across all prediction categories. The confusion matrix
further contributes to this evaluation by offering a detailed view
of prediction outcomes, distinguishing between true positives,
true negatives, false positives, and false negatives.

To evaluate the trade-off between sensitivity and specificity
across various decision thresholds, the ROC curve was utilized.
The corresponding AUC quantifies the model’s overall ability
to discriminate between the two classes, with higher values
indicating stronger predictive performance. Altogether, these
metrics offer a thorough evaluation of the model’s capability in
accurately identifying normal versus pneumonia cases from
chest radiographs.

D. EXPLAINABILITY (Grad-CAM) IMPLEMENTATION

To visualize the decision-making process of the model, the
Grad-CAM technique was applied, producing saliency maps
that indicate the regions within the input image that had the
most significant impact on the output. This method was
implemented at the final convolutional layer of the CNN,
enabling the identification of key features that contributed to
the model’s prediction. These heatmaps were then
superimposed on the original chest X-ray images, offering
visual insights into the specific lung regions the model
identified as indicative of pneumonia.

lll. RESULTS AND DISCUSSION

Before training, all chest X-ray images underwent
preprocessing steps including resizing to 224 x 224 pixels,
normalization, and augmentation. The preprocessing stage
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enhanced image uniformity, improved contrast, and reduced
variability caused by acquisition conditions, ensuring that the
model could learn from consistent and high-quality input data.
These steps provided a reliable foundation for training the
proposed CNN-ViT model.

A. TRAINING PERFORMANCE

The training performance of the CNN-ViT hybrid model is
summarized in Table I, which illustrates the improvement in
both accuracy and loss over five training epochs. The results
indicate that the model demonstrated a steady and consistent
learning process, effectively extracting meaningful features
from the dataset.

At the beginning of training (epoch 1), the model achieved
an accuracy of 89.01%, suggesting that it had already learned
some fundamental patterns in the dataset. However, the
relatively high loss value (0.3670) indicated room for
improvement. As training progressed, the model rapidly
optimized its parameters, reducing the loss to 0.1325 in epoch
2 and achieving a significant accuracy boost to 94.93%.

In epoch 3, the training accuracy exceeded 96%, while the
loss decreased to 0.1003, demonstrating that the model was
effectively refining its feature representations. The training
curve exhibited stabilization in the subsequent epochs, with
accuracy reaching 96.89% in epoch 5 and the loss further
declining to 0.0870. These results confirm that the model had
nearly converged by the final epoch, effectively minimizing
errors in classification.

A consistently declining loss function, as seen in Table I, is
a strong indicator that the model successfully learned patterns
within the dataset while avoiding major issues such as
divergence or instability. The integration of CNNs for
extracting localized spatial features and ViT for modelling
global contextual relationships significantly enhanced the
model’s learning effectiveness.

However, it is essential to monitor potential overfitting, as
a very high training accuracy might suggest that the model is
memorizing patterns rather than generalizing effectively. This
concern is addressed in the next section, where the model’s
performance is evaluated on unseen test data.

The model was trained for five epochs to prevent overfitting
due to the relatively small dataset size after preprocessing and
augmentation. Preliminary experiments indicated that
performance plateaued after the fourth epoch, with minimal
gain in accuracy and an increased risk of overfitting beyond
five epochs.

B. MODEL EVALUATION ON TEST SET

The performance of the model on the test dataset is detailed
in Table II, which presents precision, recall, and F1 score for
both normal and pneumonia cases. The model achieved a high
classification accuracy of 97% and attained an F1 score of 0.98
for pneumonia detection and 0.94 for normal cases. These
results indicate the model’s strong capability in distinguishing
between pneumonia and normal cases.

To validate the model’s generalization capability, a separate
test set was employed to ensure that the learned patterns from
the training phase could be effectively applied to unseen data.
The classification performance metrics presented in Table II
highlight the model’s robustness across key evaluation criteria,
including precision, recall, and F1 score for both normal and
pneumonia cases.
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TABLE I
CNN-VIT MODEL TRAINING METRICS OVERVIEW

Trainin
Epoch Loss Accuracy Eg% )
Epoch 1 0.3670 89.01
Epoch 2 0.1325 94.93
Epoch 3 0.1003 96.09
Epoch 4 0.0946 96.46
Epoch 5 0.0870 96.89

TABLE I

SUMMARY OF CLASSIFICATION METRICS FOR THE CNN-VIT ARCHITECTURE

Precision Recall F1 Score  Support
Normal 0.90 0.98 0.942 148
Pneumonia 0.99 0.94 0.98 425
Accuracy 0.96 573
Macro average 0.96 0.96 0.93 573
Weighted 0.95 0.976 0.94 573

average

The model achieved an impressive overall accuracy of 97%,
indicating strong classification capability. Precision and recall
scores for each class further support this conclusion:

o For normal cases, the model achieved a precision of

0.91 and arecall 0of 0.97, resulting in an F1 score of 0.94.
This result indicates that while the model was slightly
conservative in predicting normal cases (as indicated by
precision), it successfully identified the majority of
actual normal instances (high recall).

e For pneumonia cases, precision reached 0.99, while
recall was 0.96, leading to an F1 score of 0.98. This
result demonstrates that the model was highly effective
in correctly classifying pneumonia cases, with minimal
false negatives.

The macro average (which takes the average of precision,
recall, and F1 score across both classes) was 0.96, and the
weighted average, which accounts for class imbalance, was
0.97. These scores indicate that the model performs well across
both categories, ensuring that one class is not
disproportionately favored over the other.

The high recall for pneumonia cases is significant in a
medical diagnosis scenario, as missing a pneumonia case (false
negative) could have serious consequences. The high precision
for pneumonia cases also minimizes false positives, reducing
the risk of unnecessary interventions or misdiagnoses.

To further confirm model reliability, confusion matrices
and ROC-AUC were examined. An ideal ROC-AUC value
approaches 1.0, reflecting the model’s high discriminative
capability between normal and pneumonia cases. The results
demonstrated that the hybrid CNN-ViT architecture achieved
an effective balance between sensitivity and specificity,
indicating its reliability as a diagnostic tool for pneumonia in
chest radiographs. This robust performance can be attributed to
the integration of CNN-based local feature extraction and ViT-
driven global attention mechanisms, which is consistent with
recent research supporting the effectiveness of hybrid deep
learning models in medical imaging applications.

A classification probability threshold of 0.5 was applied to
distinguish between normal and pneumonia cases. For
performance benchmarking, the proposed model was compared
against baseline models, including VGG16, ResNet50, and
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standalone ViT, all trained and evaluated under identical
conditions. Table III presents the comparative results.

Figure 3 presents a confusion matrix illustrating the
model’s performance in classifying pneumonia cases from
chest X-ray images. The matrix indicates that the model
achieved strong classification results, with a high proportion of
correctly predicted instances. In the normal class, the model
managed to classify 139 samples correctly, but nine samples
were incorrectly classified as pneumonia. Meanwhile, in the
pneumonia class, the model was able to classify 423 samples
correctly, but two samples were incorrectly classified as
normal.

As illustrated in Figure 3, the model demonstrates a low
error rate, particularly concerning false negatives, with only
two pneumonia cases being misclassified as normal. Although
minimal, such errors remain clinically significant, as failure to
detect pneumonia may result in serious health consequences.
The results overall indicate that the model achieves high
diagnostic accuracy, with potential Al-assisted diagnosis in
radiological practice.

Performance evaluation revealed that the CNN-ViT hybrid
model attained an accuracy of 96.5%, with substantial
precision, recall, and F1 scores across both pneumonia and
standard categories. The confusion matrix (Figure 3) further
confirms the model’s reliability in differentiating between the
two conditions, with a very low rate of incorrect predictions.

Further validation is provided by the ROC curve shown in
Figure 4, which offers a detailed assessment of the model’s
discriminative capability. With an AUC value of 1.00, the
model demonstrates a near-perfect ability to distinguish
between normal and pneumonia cases, exhibiting both high
sensitivity and specificity.

The ROC curve plotting the actual positive rate (sensitivity)
against the false positive rate (1-specificity) illustrates the
model’s capacity to maximize correct detections while
minimizing incorrect alerts. The sharp increase near the origin
and the plateau near the top-left corner of the plot indicate
excellent recall performance with minimal false positives. This
is particularly advantageous in medical diagnostics, where
ensuring that pneumonia cases are not overlooked is crucial to
patient safety and effective treatment.

The near-perfect AUC score suggests that the hybrid CNN-
ViT model effectively leverages local feature extraction from
CNN and global spatial relationship modelling from ViT,
making it highly reliable for clinical applications. The use of
self-attention in ViT enables the model to recognize global
contextual patterns across medical images, enhancing both its
robustness to input variability and its capacity for explainable
predictions.

Moreover, these results strongly correlated with the
previously observed high classification accuracy (97%),
precision (0.99 for pneumonia cases), and recall (0.96 for
pneumonia cases), further confirming that the model
generalized well across different cases. This level of
performance highlights the significant potential for real-world
deployment, where Al-assisted radiology tools can support
clinicians in accurate and rapid pneumonia detection.

Moreover, the use of Grad-CAM enhances the model’s
interpretability by visually pinpointing specific regions within
chest X-ray images that significantly influence its predictions.
This layer of explainability plays a crucial role in fostering
clinical trust, as it allows healthcare practitioners to assess and
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TABLE IIT
COMPARISON OF THE PROPOSED MODEL WITH BASELINE MODELS

F1
Accuracy Precision Recall
Model Score
(%) (%) (%) (%)
VGGI16 92.4 91.8 92.6 92.2
ResNet50 93.5 93.1 93.8 934
ViT 94.1 93.9 94.5 94.2
Proposed 96.5 96 96 94
method
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Figure 3. Confusion matrix of the CNN-ViT model, showing accurate
classification of normal and pneumonia cases, with high true positive and true
negative rates.
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Figure 4. ROC curve showing the model's classification performance with an
AUC of 1.00, indicating excellent ability to distinguish between classes.

validate the rationale
outcomes.

Figure 5 presents the Grad-CAM output, showcasing the
model’s interpretative capabilities when processing a normal
chest X-ray. This visualization method emphasizes the image
areas most relevant to the model’s classification decision. The
figure is composed of three panels. Figure 5(a) displays the
original, unmodified chest X-ray image of a patient with no
pneumonia. This serves as the input to the CNN-ViT model and
illustrates anatomical features such as the lung fields and
ribcage, with no apparent opacities or abnormalities that would
typically suggest pulmonary infection. Figure 5(b) represents
the activation map generated by Grad-CAM, which highlights
regions that the model considers significant for classification.
In this case, the heatmap is almost entirely blank (deep blue),

behind Al-generated diagnostic
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Original X-ray (Normal) Grad-CAM Heatmap (Normal) Overlay Grad-CAM (Normal)

(a) (b) (©)

Figure 5. Comparison of X-ray and Grad-CAM map images produced in the
normal class. (a) original X-ray, (b) Grad-CAM heatmap, (c) Grad-CAM overlay.

indicating that the model did not detect any abnormal features
in the X-ray. The absence of highlighted areas confirms that the
model correctly classified this as a normal case without falsely
identifying irrelevant regions as potential pneumonia
indicators. The visualization in Figure 5(c) presents the Grad-
CAM heatmap overlaid onto the original X-ray. Since no red
or yellow highlights are visible, it suggests that the model did
not find any suspicious regions requiring attention. The clean
overlay further demonstrates that the model confidently
distinguished normal lung structures without misclassifying
them as pathological findings.

These findings demonstrate that the CNN-ViT hybrid
model achieves high specificity in accurately identifying
normal cases, thereby minimizing false optimistic predictions
that could lead to unwarranted clinical procedures or
interventions. The model’s reliance on meaningful spatial and
contextual features ensures that it focuses on relevant medical
patterns rather than background noise or anatomical variations.

Furthermore, the effectiveness of Grad-CAM as an
explainability tool is evident in this visualization. In clinical
applications, interpretability is crucial for Al-assisted
diagnostic models because it allows radiologists to verify the
decision-making process. The absence of misclassified
heatmap activations ensures trust and reliability in the system’s
outputs, which is critical when implementing Al in medical
imaging workflows.

Overall, this visualization reinforces the robustness of the
CNN-ViT model, achieves high classification accuracy, and
maintains clear decision boundaries, effectively distinguishing
between normal and abnormal X-rays with minimal
misclassification risk. Future applications of this model could
involve real-time decision support systems for radiologists,
further enhancing diagnostic efficiency and accuracy in
pneumonia detection.

The Grad-CAM output shown in Figure 6 offers a
transparent interpretation of how the CNN-ViT hybrid model
arrives at its diagnostic conclusions for pneumonia using chest
radiographs. The figure is composed of three main elements.
Figure 6(a) shows the raw chest X-ray of a patient diagnosed
with pneumonia. Compared to normal lungs, certain regions of
the lungs appear opaque, which is often indicative of fluid
accumulation or inflammation, common characteristics of
pneumonia. Figure 6(b) shows the heatmap generated by Grad-
CAM. It highlights the most relevant areas that contributes to
the model’s classification decision. In this case, the heatmap
displays high-intensity red and orange regions, primarily
located in the lower and central lung fields. These regions
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Original X-ray Grad-CAM Heatmap (Highlighted) Overlay Grad-CAM for Class 1

Figure 6. Comparison of X-ray and grad-CAM map images produced in the
pneumonia class. (a) original X-ray, (b) Grad-CAM heatmap, (c) Grad-CAM
overlay.

corresponded to areas where the model detected anomalous
features, such as opacities or patterns consistent with
pneumonia. Figure 6(c) shows the heatmap superimposes onto
the original X-ray, providing a visual representation of the
model’s attention mechanism. The highlighted red regions
indicate strong activations, meaning the model focused on
these areas when determining the presence of pneumonia. The
precise localization of these activations suggests that the model
was effectively identifying clinically relevant regions rather
than focusing on irrelevant areas, thereby enhancing its
diagnostic reliability.

These Grad-CAM results confirm that the model is not only
accurate but also explainable, allowing for greater
interpretability in Al-driven medical diagnostics. The ability to
visualize the decision-making process is essential in clinical
applications, as it enables radiologists to verify whether the Al
model is correctly identifying pneumonia-affected regions
rather than making arbitrary predictions.

In addition, the Grad-CAM heatmap visualizations reveal
localized activation patterns, indicating that the CNN-ViT
hybrid model successfully captures both detailed local features
through the CNN component and broader spatial dependencies
through the ViT. This dual capability contributes to the model’s
robust performance in accurately detecting pneumonia. The
synergy between convolutional feature extraction and self-
attention mechanisms enhances both the sensitivity and
specificity of the model in identifying pneumonia-related
abnormalities.

In clinical settings, such interpretability is essential for
building trust in Al-assisted diagnostic systems. The
integration of Grad-CAM as a visual explanation tool
introduces transparency into the model’s decision-making
process, thereby increasing its reliability and practical value in
radiological evaluations.

In particular, the Grad-CAM results indicate that the model
focuses on the middle and upper lung regions—areas
commonly affected by pneumonia. The activation patterns span
a broader area than those seen in normal cases, aligning with
the clinical manifestation of pneumonia as a diffuse lung
infection. The overlay heatmaps also display intensified color
gradients over larger regions, suggesting that the model
identifies abnormalities with high confidence and diagnostic
relevance. Compared to previous studies, the models developed
in this study show improved performance in terms of accuracy
and interpretability. The study [18] used a conventional CNN
and achieved an accuracy of 93%, whereas the transformer-
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based approach in this study improved the accuracy to 96.5%.
Another study emphasized the importance of interpretability in
medical Al models, which in this study was accommodated
through the use of Grad-CAM [19]. The main advantage of the
developed model is its ability to provide a map of excellence
that can help doctors understand the results of the diagnosis. In
addition, the integration of the transformer model allows for a
broader range of feature detection compared to the pure CNN
approach. However, the challenge that is still faced is the need
for greater computing power than conventional CNN models.
With these results, the developed CNN-ViT hybrid model has
the potential to be implemented in real medical environments,
especially in areas with limited resources, while still providing
high accuracy and trustworthy visual interpretation.

The Grad-CAM visualizations generated in this study
demonstrate the model’s effectiveness in identifying
pneumonia within chest X-ray images. The results indicate that
the proposed model can accurately differentiate between
normal and pneumonia cases, without highlighting unrelated
regions in images from healthy individuals. Furthermore, the
use of Grad-CAM facilitates clear visual interpretation by
pinpointing specific lung areas that influence the model’s
predictions, thereby supporting clinical validation and
enhancing the model’s transparency in diagnostic contexts.

The results of the Grad-CAM visualization obtained
showed that the developed model was able to distinguish
between normal X-rays and pneumonia with reasonable
accuracy, without marking irrelevant areas in healthy patients.
On normal X-rays, the Grad-CAM map showed no significant
activation, indicating that the model did not misclassify the
lung area as pneumonia. Meanwhile, on X-rays with
pneumonia, Grad-CAM managed to highlight the middle and
upper lung areas, which correspond to the characteristics of
pneumonia that usually spread in lung tissue. For example, a
study on a COVID-19 X-ray dataset using Grad-CAM showed
that deep learning models could identify abnormal areas with a
high degree of accuracy, although in some cases, the activation
spread to a broader part of the lungs [20]. In addition, research
[21] using COVID-Net reported that Grad-CAM can be used to
assist doctors in understanding how Al models classify lung
diseases. However, another prior study highlighted limitations
in Grad-CAM interpretation, where the model sometimes
captured areas outside the lungs that are not relevant to disease
classification [22].

These findings are consistent with prior studies that utilized
Grad-CAM to interpret deep-learning models for lung disease
detection. For instance, a study proposed a hybrid architecture
combining ResNet-50 (a CNN) with ViT-bl6 to detect
tuberculosis and differentiate it from pneumonia [7]. The
model demonstrated a tuberculosis detection accuracy of
98.97% and achieved 96.18% accuracy in multi-class
classification tasks, underscoring its potential to improve
diagnostic precision for thoracic conditions through chest X-
ray analysis.

A study introduced a combined architecture utilizing ViT
and CNN to conduct a multi-class and multi-label classification
of tuberculosis-related anomalies in chest radiographs [23].
Achieving an accuracy rate of 91.1%, the model demonstrates
strong potential for improving the detection of tuberculosis-
linked abnormalities.

A study also integrated ViT CNN in brain MRI scans [24].
In addition to enhancing segmentation accuracy, the model
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generated interpretable heatmaps that aid surgical decision-
making, thereby improving transparency and fostering greater
confidence in clinical use. Another study proposed a hybrid
model that combines Deep CNN (DCNN) with ViTs to support
the diagnosis of various pulmonary conditions, including lung
cancer, through medical imaging [25]. This integrated
approach leverages both local feature extraction and global
context modelling to enhance diagnostic accuracy across a
range of thoracic abnormalities. This model showed an
improvement in feature representation and diagnostic accuracy.

Compared to previous studies, these results demonstrate
that the model used in this study has an advantage in
maintaining high specificity, especially in minimizing false
positives on normal X-rays. Moreover, this method is also able
to highlight more focused areas of the lungs, compared to some
studies that reported more diffuse activation. Therefore, this
study supports the use of Grad-CAM as an interpretation tool
in deep learning models to detect pneumonia and indicate that
this method can be used to improve transparency in Al models
in the field of radiology.

IV. CONCLUSION

The proposed CNN-ViT model effectively combined local
feature extraction with global contextual understanding,
resulting in improved performance for pneumonia detection
using chest X-ray images. The experimental results
demonstrated that the model achieved an accuracy of 96.5%,
precision of 96%, recall of 96%, and F1 score of 94%,
validating its robustness and reliability. These findings
highlight the potential of hybrid CNN-Transformer
architectures in advancing computer-aided diagnosis for
medical imaging applications.

However, there are still challenges that need to be solved,
such as the need for high computing power and the potential
for bias in the interpretation of Grad-CAM. Therefore, future
research can focus on optimizing models to be lighter and
implementable in edge computing-based medical devices, as
well as multimodal data integration to improve medical
relevance. Future work may explore larger and more diverse
datasets to validate further and generalize the model’s
effectiveness.
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